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Abstract
Photo-editing with existing commercial software is restricted to modification on a 2D planar space. In order to
gain full control of objects in an image without the need
of crafting 3D models or rummaging through enormous 3D
model collections, we propose a 3D photo-editing system
that learns to generate different 3D poses and style transformations of an object in the image while recovering the
empty space in the background seamlessly. The proposed
system consists of two major parts: an object network and
an inpainting network. The object network learns to generate a semantic embedding of an object and is able to produce different 3D poses through a control vector in the embedding space. The inpainting network learns to extract information from the observe background and regenerate the
complete image, where we use adversarial training to make
the output realistic.

Figure 1. Upper-left image is a sample input. The other images
are output images generated by the proposed system with different
specified poses of the chair.

1. Introduction
Natural images are diverse but highly structured. It is
natural for human beings to understand what we perceive
even if the object is unseen in the past or is partially observed. Given a target object inside an image, we as human
would probably have a very good idea of (1) the 3D shape
and appearance of the object, as well as (2) what the occluded background would look like. In Fig. 1, for example,
we can clearly make out that a chair is in front of a bed and
a brown shelf. Besides, we can easily reason how the chair
looks like from different angles, probably as well as the occluded corner of the bed and the brown shelf. However, it
is still very difficult for machines to fully understand the
complete environment given only a few static images.
Deep neural networks have brought much attention in the
vision community over the past few years, achieving stateof-the-art performances in various tasks. Besides, neural
networks have been shown to be able to extract semantic

Figure 2. Output images generated by manipulating object poses
and style interpolation.

representation of objects, which makes them a potentially
suitable tool for our tasks. The proposed system aims to:
• Generate any given 3D pose/orientation of the objects
in the image. ( Fig.1)
• Change style of the selected object. ( Fig.2 )
4321

tion Network and review related previous work.

2.1. Inpainting Network
Image inpainting is a task in filling holes in an image.
Previous work has addressed the problem by texture synthesize with nearby pixels or finding nearest neighbor in a
database. However, this kind of approaches can be easily
cracked if the holes to be filled is large and the background
scene is non-trivial. A better way in solving this task will be
using context-based generator like neural image generative
models. Adversarial generative model [3] is a recently popular approach which simultaneously train a discriminator,
D, which tries to identify whether an image is real or fake,
and a generator, G, which tries to generate images from a
noisy input z that is able to fool the discriminator. Given
images x drawn from distribution pd (x), and input z drawn
from distribution pz (z), the adversarial loss of such model
can be written as

Figure 3. Overall pipeline of Deep 3D Photo-editing. Input: a
sample image of a room with a chiar in the front. By selecting and
giving a rough segmentation region of the chair, our sysmtem is
able to rotate or change some properties of the furniture and create an new image by combining it with the inpainted background.
Output: After changing the 3D pose of the chair with inpainted
background.

min max Ex∼pd (x) [log(D(x))] + Ez∼pz (z) [log(1 − D(G(z)))].
G

D

(1)
However, the mini-max objective function makes the
training difficult and unstable. Deep Convolutional Generative Adversarial Networks (DCGAN) [8] addressed the
problem by replacing intermediate layer with convolutional
layer and defining a set of activation function that will make
the training more stable.
By harnessing DCGAN and auto-encoder, we are able to
extract context information of the occluded image and decode the context embedding into realistic image by using
Euclidean loss and adversarial loss. [4] is similar to our approach by using this structure on super-resolution problem,
but they do not need a encoder to encode the low-resolution
image into a vector that has semantic meaning. [7] apply
this structure on image in-painting, but what they are solving is an easier problem where the pixels to be filled in every
image remains the same.

• Automatically inpaint the occluded background so as
to complete the modified image.
This technique would become very useful in a wide variety of applications, such as interior designs, photo editing,
entertainment, and even virtual reality.
In order to achieve this goal, our proposed framework
consists of two individual parts: (1) the Background Inpainting Network and (2) the Object Transformation Network. Fig 3 shows the overall pipeline of the proposed system. Given a static image and a selected region of the object
of interest, a bounding box for the object is located to form
a cropped image with the object in the center along with its
corresponding binary mask. These are served as the input
for the object network. We train a semi-supervised convolutional autoencoder so that it first encodes the input image as
style and viewpoint vectors, then decodes the transformed
embedding into the desired image of the rotated object and
its corresponding image mask given the control signal. For
the inpainting network, we also color the selected region
in the original image in black and create a corresponding
scene mask to indicate the location of the object. We use
the occluded background scene and the scene mask as the
input and train a deep convolutional generative adversarial
net (DCGAN) to regenerate a realistic complete scene.

2.2. Object Network
The interesting task of 3D object manipulation from single photographs first came up [5] in 2014, where a stock of
3D models were used for shape matching of 2D objects. We
hope to resolve the need of such 3D model stock by learning
generative models of specific objects.
Dosovitskiy et al. [2] first proposed a framework of synthesizing 2D images of 3D objects given the input arbitrary
viewpoints and styles. Yang et al [9] proposed a recurrent
neural network which is able to encode and decode an input
image, but allows one to manipulate the viewpoint representations for 3D view synthesis. However, the style embedding served as a hidden representation which didn’t allow
for user manipulation.

2. Related Work
We walk through our design mind flow of (1) the Background Inpainting Network and (2) the Object Transforma4322

Figure 4. Network architecture for background inpainting.

Figure 5. Network architecture for 3D view synthesis of chairs.

3. Approach

do not need to spend extra efforts in making the boundary
space looks more natural or conduct further refine on the
inpainted part. Besides, according our experiments, the network is able to re-generate the existing part perfectly so the
difference is not visually perceivable.

3.1. Background Inpainting Network
Given an image and the segmentation mask, we train a
convolutional generative models that fill in the blank space
masked by the segmentation with background. We select
layers in our model following the guideline in DCGAN [8].
Different from the DCGAN paper, our generative model
consists of two-stages: the first part encodes the input image and the segmentation mask into its semantic embedding
and combine the two with element-wise product, and the
second part decode the semantic embedding into in-painted
images. Besides, to enforce our output image to be close
to the ground truth, we add an Euclidean loss at the output
of the generative model. With the discriminator, we enforce
the generated image to follow a realistic image distribution
so it would not have unnatural distortion near the edge of
the mask. Figure 4 shows the network architecture of the
inpainting network.
Though re-generating the whole image would results in
minor differences in pixels that are not cover under the
mask, the network is able to produce smooth inpainted images which is more useful in real life applications. Users

3.2. Object Transformation Network
For the object transformation network, we follow a similar architecture to [2] by taking advantage of the autoencoder concept in [9] and adding a symmetric encoder counterpart. The encoder encodes the input object and its corresponding segmentation mask into an image embedding
vector, and the decoder takes the image embedding as input
and generates the transformed objects with its corresponding segmentation mask. Unlike traditional autoencoders,
the embedding vector (which contains style and viewpoint
information) is meaningful and present during training for
supervision.
In the encoder, we replace the deconvolution layers with
their counterparts, which are the convolution layers. We can
train the encoder and the decoder separately with exactly the
same training set, since we have the images, the segmentation masks, and the style/viewpoint parameter labels for all
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5.1. Background Inpainting Network

data. One can alternatively train the entire autoencoder endto-end by adding intermediate supervision to the parameter
labels. Fig. 5 illustrates the architecture of our autoencoder.
Through this architecture, we are able to freely manipulate
the pose and also the style of the chair by adjusting the embedded vector once we have a clean segmentation.

For the inpainting network, we initialize all weights with
normal Gaussian with variance set to 0.02. Optimization
method is Adam [6] with initial learning rate set to 0.0002
and momentum set to 0.5. The reported results are generated images on testing data after 5 epochs. The feature dimensions of the network are set to be: (90, 3), (45, 256),
(15, 1024) for the encoder; (15, 1024), (45, 256), (90, 128)
for the decoder; and (90, 3), (45, 128), (30, 256), (15, 512),
(5, 1024) for the discriminator.
The results are shown in Fig. 8. We can see that the network is able to generate images that look natural and fairly
similar to what one would expect a bedroom to look like.
We also tried the same experiment with the segmentation
encoder left out, whose results are shown in Fig. 7. Without mask information, the network tends to color the blank
spaces with the same color, so one can somehow still make
out the shape of the original chair.

4. Datasets
For the inpainting framework, we use the LSUN Challenge dataset for scene classification [10]. Specifically, we
choose the bedroom category, which consists of 3 million
images. For the object to be manipulated, we use the chairs
synset from the ShapeNet dataset [1] to target chair objects
for the 3D view synthesis. We pick 1393 of the provided
chair CAD models, each with 62 rendered images of different poses. We argue that this approach is not limited to
chairs only, but can also be generalized to other objects as
well. Since the 3D models have transparent backgrounds,
the masks are naturally taken by the opaque parts of the
rendered images. They are used for both the inpainting and
3D object synthesis tasks.

Figure 7. Inpainting results using networks without mask information after 5 epochs. Images from left to right are ground-truth,
input images and generated images.

Figure 6. Examples of the generated training set. Top row: input
images with chair-shaped holes; middle row: masks of the chairs;
bottom row: output label (the original image).

For a single-layer image in photo editing, when a user selects a target object to manipulate, the foreground becomes
separated from the background, leaving a blank “hole” behind. Ideally, we would want the “hole” to be automatically
completed by the actual background. Therefore, for the inpainting framework, we create the synthetic training set by
cropping a random chair mask out of each scene image, and
use the original scene image as the label. Fig. 6 shows some
examples of the training data and labels. Note that since
the cropped region information would always be present in
photo-editing scenarios, we also add the binary chair masks
as additional input information.

Figure 8. Inpainting results using networks with mask segmentation after 5 epochs.

We also show some results after training for only one
epoch in Fig. 9. The network is able to remove the chair’s
shape and roughly fill the regions with reasonable colors.
However, the network fails to recover the whole picture with
fine detail and produces noisy grid textures throughout the
generated image. This is because that the discriminator was

5. Experiments
In this report, we show our experiment results on inpainting networks with and without segmentation masks.
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not well trained at this stage. This issue is much alleviated
after training for 3 epochs.

(see the top left result in Fig. 8 with a skin-colored inpainted
area). One possible approach to alleviate this issue could be
to increase the network depth because the network might
not be deep enough to learn to recover large regions.

6.2. Object Transformation Network
The current object network fits to the training set very
well, but it has problems predicting a reasonable combination of class labels for unseen chair data. Potential solutions
to this problem would include:
• Training the network with a small subset of labeled
data and fine-tuning the network end-to-end with the
rest of the unlabeled data. This semi-supervised learning strategy could help improve generalizability.

Figure 9. Generated images using networks with mask segmentation after 1 epoch.

• Learning a hidden style representation that is capable
of training set class prediction through another fullyconnected layer.

5.2. Object Transformation Network
For the object network, we show results of separately
trained encoder and decoder. We also use Adam [6] as
the optimization method with initial learning rate 0.001 and
momentum 0.9, and we train for 500, 000 iterations.
Fig. 10 shows some examples of the generated chairs
(decoder output) with different viewpoints and interpolated
styles, given the control of the label parameters. The network is able to maintain the coarse structure of the chair
when morphing across styles, such as the back and the seat
parts. The encoder is very good at predicting the viewpoints, and it’s fairly good at style prediction given that the
input image looks similar to the training sample.
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Figure 10. Generated chairs with interpolated styles and viewpoints.

6. Discussion and Future Work
6.1. Background Inpainting Network
Our current inpainting network is able to fill narrow regions well, but when cropped regions are larger and wider, it
leaves an arbitrarily colored area inside and doesn’t improve
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